Incentivized and non-incentivized liking ratings outperform willingness-to-pay in predicting choice

Joshua Hascher∗ Nitisha Desai† Ian Krajbich‡

Abstract

A core principle in decision science is that people choose according to their subjective values. These values are often measured using unincentivized scales with arbitrary units (e.g., from 0 to 10) or using incentivized willingness-to-pay (WTP) with dollars and cents. What is unclear is whether using WTP actually improves choice predictions. In two experiments, we compare the effects of three different subjective valuation procedures: an unincentivized rating scale, the same scale with incentives, and incentivized WTP. We use these subjective values to predict behavior in a subsequent binary food-choice task. The unincentivized rating task performed better than the incentivized WTP task and no worse than the incentivized rating task. These findings challenge the view that subjective valuation tasks need to be incentivized. At least for low-stakes decisions, commonly used measures such as WTP may reduce predictive power.

Keywords: decision-making, valuation, incentivization, choice consistency, willingness-to-pay, Becker DeGroot Marschak auction

1 Introduction

Although experiments throughout the social sciences often rely on incentives, their importance in any given domain is debatable and not necessarily agreed upon across fields. For

∗Department of Psychology, and Department of Economics, The Ohio State University. https://orcid.org/0000-0002-8283-8338
†Department of Psychology, The Ohio State University. https://orcid.org/0000-0002-4595-8963
‡Department of Psychology, and Department of Economics, The Ohio State University. Email: krajbich.1@osu.edu. https://orcid.org/0000-0001-6618-5675

The pre-registration for Experiment 1 is available at https://aspredicted.org/blind.php?x=4za2dh
The pre-registration for Experiment 2 is available at https://aspredicted.org/blind.php?x=w7zm9w

I.K. gratefully acknowledges NSF Career Award 1554837 and the Cattell Sabbatical Fund, and J.H. gratefully acknowledges the OSU Decision Sciences Collaborative.

Copyright: © 2021. The authors license this article under the terms of the Creative Commons Attribution 3.0 License.
example, experimental economics views incentive structure as an essential tool for experimenters to obtain optimal response behavior from their subjects (Smith, 1982). There is a consensus among economists that salient incentives (incentives that depend on the decisions made by the subject, hereafter just “incentives”) generally improve performance (Hertwig & Ortmann, 2001). Therefore, incentives are generally considered to be a requirement for publication in economics journals (Roth, 1995; Loewenstein, 1999; Camerer & Hogarth, 1999; Cox & Sadiraj, 2019). However, in the field of judgment and decision making (JDM) incentives are not always used (Hertwig & Ortmann, 2001). The more recent field of neuroeconomics/decision-neuroscience falls somewhere in the middle, where incentives are common but not required. Studies will often use hybrid approaches, e.g., having subjects make real Yes/No purchase decisions on a 4-point scale: {Strong Yes, Weak Yes, Weak No, Strong No}, where the incentives for “Strong Yes” and “Weak Yes” (as well as “Strong No” and “Weak No”) are the same (Hare et al., 2009).

One justification for incentives is that decisions are effortful, and effort is costly (Hull, 1943; Kool et al. 2010). Therefore, experimenters must provide some benefit for accurate decisions in order to outweigh the effort cost (Smith & Walker, 1993). In a similar vein, subjects may not want to share private information if doing so will not benefit them in some way or if they are uncertain about exactly how their information will be used (Acquisti et al., 2015).

On the other hand, one justification for not needing incentives is that they may not be necessary to obtain effort. Subjects may feel obliged to take experiments seriously simply out of social obligation, or because they are receiving participation credit or payment (Camerer, 1995; Dawes, 1996; Gneezy & Rustichini, 2000a). Research has shown that people will reciprocate payments with effort, even if the payment is not conditional on the effort (Fehr et al., 1993). Additionally, the costs of making accurate decisions may be minimal and there may be some benefits. For instance, we know that people often derive utility from sharing information about themselves (Tamir et al., 2015; Tamir & Mitchell, 2012). Even economists have acknowledged that when tasks are enjoyable, incentives may not be important (Cox & Sadiraj, 2019).

There are also arguments against the use of incentives: they may sometimes cause more problems than they solve. For instance, providing monetary incentives may crowd out intrinsic motivation and backfire if the incentives are too small (Lepper et al., 1973; Gneezy & Rustichini, 2000b). On the other hand, introducing unrealistically large incentives could lead to excessive motivation, accentuating otherwise small biases (Arkes, 1991; Van Wallendael & Guignard, 1992; Beeler & Hunton, 1997). Finally, using incentives in some morally charged settings may violate social norms (Tetlock, 2003).

The empirical evidence that incentives matter is mixed and seems to depend on the domain (Jenkins et al., 1998; Camerer & Hogarth, 1999). When behavior can be evaluated objectively, incentives do seem to generally improve performance, though there are several examples where they do not make a difference (Hertwig & Ortmann, 2001). In social
decisions, incentives do seem to be important, increasing spiteful behavior and reducing egalitarian behavior (Bühren & Kundt, 2015), though they do not appear to impact social discounting (Locey et al., 2011). Likewise, incentives seem to be important in risky decisions, increasing risk aversion as stakes are raised (Holt & Laury, 2002). Meanwhile, incentives appear to have little effect on temporal discounting (Madden et al., 2004; Johnson & Bickel, 2002). Additionally, brain-imaging researchers have argued that subjects use one valuation system to make consumer decisions regardless of incentivization (Kang et al., 2011).

In this paper, we are specifically interested in the need for incentives in subjective valuation tasks. Much of the literature in decision-making is interested in how well individuals’ choices align with the subjective value/utility they have for each option (e.g., Milosavljevic et al., 2010; Krajbich et al., 2010; Folke et al., 2016; Polanía et al., 2014; Pisauro et al., 2017; Philiastdides & Ratcliff, 2013). That is, given a person’s subjective values, how often does their decision process result in choosing the higher-value option? The answer to that question is undoubtedly influenced by how well we measure subjective value (Polanía et al. 2019).

The general structure of these experiments is to first elicit subjective-value ratings for a large set of items, then to study choices between pairs of those same items. The choice phase of these experiments is typically incentivized: subjects receive the outcome of one of their choices at the end of the study. However, the subjective-rating phase of these experiments is sometimes incentivized, sometimes not.

Many experiments use simple rating scales, for example a liking scale from –10 to +10, with 0 representing indifference (e.g., Krajbich et al., 2010; Krajbich & Rangel, 2011; Polanía et al., 2014; Polanía et al., 2019; Lim et al., 2011; Lebreton et al., 2009; Reutskaja et al., 2011; Litt et al., 2011; Towal et al., 2013). Although these types of rating procedures are easy to implement and easy for subjects to understand, they lack incentives to assign ratings carefully. This could cause subjects to put forth less effort and therefore report less precise ratings.

Other experiments elicit subjective values using the Becker-Degroot-Marschak (BDM) method (Becker et al., 1964) (e.g., Plassmann et al., 2007, 2010; Hare et al., 2008; De Martino et al., 2013; Kang et al., 2011; Linder et al., 2010; Jenison et al., 2011; Louie et al., 2013). In the BDM method, the subject assigns a monetary value to an item, known as their “willingness-to-pay” (WTP). The item is then assigned a random price by the experimenter. Then, if the subject’s WTP is at or above the price, they receive the item and pay the price. Otherwise, they do not receive the item and they keep their money.

A major benefit of the BDM method is that it incentivizes people to truthfully report their WTP, which is taken as their subjective value. These values have the advantage of being on a scale with real units (i.e., dollars and cents), allowing us to predict how the items would fare against other goods outside of the experiment. This is not the case with ratings on arbitrary scales.
On the other hand, the BDM has some potential problems. As Harrison (1992) demonstrated, subjects are only weakly incentivized around their true WTP for each item: slight deviations are not very costly because subjects’ bids affect only whether they will accept a random price. It has also been shown, both theoretically and experimentally, that the distribution of possible prices can influence how people bid (Horowitz, 2006; Tymula et al., 2016). In addition, the procedure itself may be confusing to subjects (Cason & Plott, 2014). They may believe that they should behave as if they were in an auction (first-price) and try to keep their bids low. Or perhaps some subjects assign what they believe to be the market value for an item instead of relying on their own subjective valuation (Thaler, 1985). Finally, it is difficult to assess negative values (i.e., aversive options) without extending WTP into the negative range, which is even more complicated to explain and requires the ability to inflict aversive outcomes on experimental subjects. But without extending WTP into the negative range, it is unclear whether a WTP of $0 means that a subject would take the item if it were free (indifference to receiving the item) or that they would rather receive nothing than receive the item (aversion to receiving the item) (Krajbich et al., 2012).

Here, we present a method that avoids the main drawbacks of the subjective rating and BDM procedures, combining the simplicity of the rating scale with the incentive-compatibility of the BDM. In this method, individuals assign subjective values to the items just as they would on a standard liking scale. To incentivize the ratings, they are told that at the end of the experiment two items will be selected at random and they will receive the higher rated item. This method is incentive compatible because subjects need to rate the items truthfully to ensure that they will receive their preferred item from the randomly selected pair. This method is similar in spirit to a method used to elicit cash equivalents for lotteries (Goldstein & Einhorn, 1987; Tversky et al., 1990).

In this pre-registered study (https://aspredicted.org/blind.php?x=4za2dh https://aspredicted.org/blind.php?x=w7zm9w), we set out to test these three subjective-value procedures against each other to determine which method should be preferred. To do so, we compared each method’s accuracy in predicting subjects’ binary choices between food items in two separate experiments. In both, we employed a between-subjects design in which subjects were randomly assigned to one of the three rating procedures. Each subject rated a series of snack foods, and then made a series of choices between those same snack foods. We initially hypothesized that the incentivized rating task would perform best out of the three conditions, because it has the advantage of being incentivized but avoids the complications associated with WTP. We also hypothesized that both subjective-rating tasks would have fewer ties in the ratings, specifically fewer items rated at 0. We thought this might be the case since people might like some foods but not be willing to spend money on them (and not vice-versa). In the second experiment we hypothesized that the WTP condition would perform worse than the other two conditions (based on our first experiment).

To preview the results, we found that the incentivized rating procedure performed as well as, but not better than the unincentivized rating procedure, while the WTP procedure
performed worse than both.

2 Method

2.1 Subjects

In Experiment 1, subjects were recruited from a participant database in the Ohio State University Experimental Economics Laboratory. Using a power analysis on previously collected data, we determined that we would need 60 subjects for each condition in order to detect a 4% difference in accuracy between conditions, which we would consider meaningful support for that technique. In total, 183 subjects participated in the study. One subject’s data were removed from the choice analyses because they did not rate enough items at or above zero to generate 300 pairs for the decision task. By condition, we analyzed data from 60 subjects in the unincentivized rating condition, 60 subjects in the WTP condition, and 61 subjects in the food-payment condition.

Compensation for the subjects varied by condition. All subjects earned at least $12, while subjects in the WTP condition could earn up to $16. Subjects in any condition could also receive one food item. To increase motivation, subjects were instructed not to eat for three hours prior to the beginning of the study. Subjects took a median of approximately 26 minutes to complete the experiment.

In Experiment 2, subjects were recruited from the same database as in Experiment 1, this time for an online experiment. Using a power analysis based on the Experiment 1’s data, we determined that we would need 65 subjects in each condition to detect the same effects with 80% power. In total, 223 subjects participated, and we had to exclude the data from 17 subjects because they did not rate enough items at or above zero. By condition, we analyzed data from 72 subjects in the unincentivized rating condition, 65 subjects in the WTP condition, and 69 subjects in the food-payment condition.

All subjects earned at least $6, while subjects in the WTP condition could earn up to $10. Subjects in any condition could also receive one food item; one in ten subjects were randomly selected to have one of their choices implemented and a food shipped to them. Subjects took a median of 16 minutes to complete the experiment.

2.2 Materials

In Experiment 1, all instructions and stimuli were presented to subjects on computers in the Ohio State University Experimental Economics Laboratory using MATLAB’s (MathWorks, 2014) Psychophysics Toolbox (Brainard, 1997; Pelli, 1997). One hundred forty-four snack foods such as chocolate, candy, chips, etc. comprised the stimulus set, similar to sets used in previous research (e.g., Smith & Krajbich, 2018; Krajbich, et al., 2010). Subjects viewed a slideshow of all 144 food items at the beginning of the experiment. During this slideshow, each food was displayed for 750 ms., one at a time.
Experiment 2 was conducted online. The experiment was created using the JavaScript jsPsych extension (de Leeuw, 2015). Eighty healthy and unhealthy snack foods (e.g., berries, nuts, chocolates) comprised this stimulus set. The foods and images were taken from the website Nuts.com, allowing us to ship foods to the subjects.

In both experiments, subjects used a mouse to complete the rating task and a keyboard to complete the choice task. Both experiments were also pre-registered (as noted in the footnote on page 1).

### 2.3 Valuation task

The first task for subjects was to evaluate the set of food items. Within an experiment, the subjective-value scale itself was identical across conditions (Fig. 1), but the instructions for using the scale varied. In all conditions, subjects were first given instructions on how to use the scale (with a practice example in Experiment 1). They were instructed to assign each food item a value between 0 and 4, precise to two decimal places. In Experiment 1, subjects first saw each item for 2 seconds and then moved the mouse to their desired point on a semi-circular scale and clicked the left mouse button to indicate their rating. Once a subject’s mouse touched the scale, their current mouse position’s value was shown just below the scale. Experiment 2 instead used a linear scale, the item was displayed above the scale, the value was not displayed, and subjects confirmed their choice by clicking a “Continue” button below the scale. In both experiments, subjects could also indicate their aversion to an item by clicking a “Would Not Eat” button above the scale (above the item in Experiment 2). To provide some landmarks, each integer was shown next to the scale.

#### 2.3.1 Unincentivized rating method

In this condition, subjects rated how much they would like to eat/receive that food after the study. There were no incentives in this task; subjects were told beforehand that their reward for the experiment would be determined only by their decisions in the subsequent choice task. The abbreviated instructions for this task were as follows (see Supplemental Material for full instructions):

Experiment 1: “You will now rate each individual food based on how much you would like to eat that food at the end of the experiment. You will rate each food on a scale from 0 to 4. 4 means you would really like to eat the food. 0 means you would neither like nor dislike to eat the food. You may also click “Would Not Eat” if you would not like to eat the food. . .

You will now be making your real food ratings. If you have any questions at this time, please ask the experimenter for help. It is important for you to be as accurate as possible with your ratings.”
In the first phase, subjects provided subjective values for each food item. (top row) In Experiment 1, subjects first saw the item for 2 seconds. (middle row) In both experiments, subjects then provided their value for the items. This valuation screen was identical across the three conditions. (bottom row) In the second phase of the experiment, subjects made a series of choices between two randomly selected foods: 300 in Experiment 1 and 200 in Experiment 2.

Experiment 2: “We are asking you to rate each food based on how much you would like to receive it. Rate each food on a scale from 0 to 4. 4 means that you would really like to eat it. 0 means you would neither like nor dislike to eat it. If you would not want to eat it, then click the “Would Not Eat” button. Use the mouse to click on the scale to indicate your rating. You will automatically progress to the next food.”
2.3.2 Willingness-to-pay method

Subjects in the WTP condition reported how much they would be willing to pay to eat/receive each food at the end of the study through the BDM method. In Experiment 1, our instructions were based on recommendations for explaining the BDM procedure as clearly as possible (Healy, 2016; Healy, 2017) (Fig. 2). In Experiment 2, we used more standard BDM instructions, where subjects were told that they were to report how much they would be willing to pay for each food, given a $4 budget for each choice. Then, the reward scheme was explained as below.

![Table](image)

**Figure 2: Experiment 1 WTP instructions.** To explain the BDM mechanism for incentivizing WTP, we used the following procedure: Subjects were told to think about each WTP decision as if it was a sequence of binary decisions between the food item or an amount of money equal to $0.01, $0.02, ..., $3.99, $4.00. They were told to report the point at which they would switch from receiving the money to receiving the food item.

This condition was incentivized; subjects were told that there was an equal chance that either the valuation task or the subsequent choice task would be used to determine their reward. If the valuation task was selected, the computer chose a random food item and price between $0 and $4. Depending on their WTP, the subject would then either receive the food item or receive money. In Experiment 1 this was described to subjects as a choice between the food and the money; in Experiment 2 it was described as setting a maximum price threshold. The abbreviated instructions for this task were as follows:

Experiment 1: “You will now rate each individual food based on how much you would be willing to pay to have that food at the end of the study. Imagine you are going to rate this butterscotch candy. Now, I am going to ask you the following list of questions: (see Fig. 2)... In each question you pick either Option A (the butterscotch) or Option B (the money). If this food rating were randomly chosen for payment, I would randomly pick one question and pay you the option you chose on that one question. Each question is equally likely to be chosen for payment. Obviously you have no reason to lie on any question because if that question gets chosen for payment then you would end up with the option you like less.
I assume you are going to choose Option B in at least the first few questions, but at some point switch to choosing Option A. So, to save time, just tell me at which dollar value you would switch. I can then “fill out” your answers to all 401 questions based on your switch point (choosing Option B for all questions before your switch point, and Option A for all questions at or after your switch point). I will still draw one question randomly for payment. Again, if you lie about your true switch point you might end up getting paid an option that you like less. It is important to note that if this part of the study is randomly chosen for payment, then only one round will count (also randomly selected). This means that you should treat each food rating as if it is the only one.

If your reported switch point is $0.00, we will assume you would neither like nor dislike to eat the food. You may also click “Would Not Eat” if you would not like to eat that food. The catch is that if that food is chosen for payment, you will not receive any food.

Now, if this food were chosen at the end of the experiment, we would select a random question from the chart you saw earlier. Suppose the question offered you the choice between the butterscotch and $3.50. Because your switch point was $2.00, you decided to take the money for every value greater than $2.00. Therefore, in this example you would receive $3.50 instead of the butterscotch.

However, suppose instead that the random question offered you the choice between $0.50 and the butterscotch. Because your switch point is greater than that amount, you would receive the butterscotch.

You will now be making your real food ratings. If you have any questions at this time, please ask the experimenter for help.”

Experiment 2: “We are asking you to report how much you would be willing to pay to receive each food, in the form of a bid. Indicate your bid for each food on a scale from $0 to $4, or click the ‘Would Not Eat’ button. If this task is randomly selected to determine your reward, ONE of the foods will be randomly selected, along with a random price from $0 to $4 in $0.01 increments.

If your bid is greater than or equal to the random price, you will get the food for that price. If your bid is less than the random price, you will NOT get the food, and will not have to pay anything. These rules ensure that it is in your best interest to bid your true willingness to pay for each food, since you cannot affect the price of the food, you can only decide what prices are acceptable to you. To help cover this potential cost, you will receive an additional $4 if this task is selected for payment. In that case you could earn between $6 and $10, depending on your bid and on the price.
Use the mouse to click on the scale to indicate your rating. You will automatically progress to the next food.

2.3.3 Food-payment method

Subjects in the food-payment condition were instructed to use the value scale in the same manner as in the unincetivized rating condition. The key difference was that this condition was incentivized; subjects were told that there would be an equal chance of receiving a reward from the valuation task or the choice task. If the valuation task was selected, two random foods were drawn. The subject received whichever food they rated higher. If the foods had the same rating, the choice was made randomly. If both foods were rated “Would Not Eat,” the subject received no food reward. The abbreviated instructions for this task were as follows:

Experiment 1: “You will now rate each individual food based on how much you would like to eat that food at the end of the experiment. You will rate each food on a scale from 0 to 4. 4 means you would really like to eat the food. 0 means you would neither like nor dislike to eat the food. You may also click “Would Not Eat” if you would not like to eat the food.

At the end of the study, if this rating task is selected for payment, a random pair of these foods will be selected, and you will receive the food that you rated higher. If there is a tie, one of the foods will be chosen at random. If you click “Would Not Eat” for both foods, you will not receive any food.

You will now be making your real food ratings. If you have any questions at this time, please ask the experimenter for help.”

Experiment 2: “We are asking you to rate each food based on how much you would like to receive it. Rate each food on a scale from 0 to 4. 4 means that you would really like to eat it. 0 means you would neither like nor dislike to eat it. If you would not want to eat it, then click the “Would Not Eat” button.

If this task is randomly selected to determine your reward, a random pair of these foods will be selected and you will receive the food that you rated higher. If there is a tie, one of the foods will be chosen at random. If you selected “Would Not Eat” for both foods, you will not receive any food.

Use the mouse to click on the scale to indicate your rating. You will automatically progress to the next food.”

2.4 Choice task

After the valuation task, subjects made binary choices between foods that they had rated at or above zero. Subjects made 300 choices in Experiment 1 and 200 choices in Experiment
2. They were given the opportunity to take a short break every 100 trials. In line with the valuation task, subjects were told to choose the food that they would prefer to eat at the end of the study (Experiment 1) or have shipped to them after the study (Experiment 2). The choice task itself did not vary across conditions. The abbreviated instructions for this task were as follows:

Experiment 1: “You will now be making a series of choices between pairs of foods. Remember, one of these choices may/will be used to determine your reward. Use the left and right arrow keys to select which food you would prefer to eat at the end of the study.”

Experiment 2: “In this part of the study, you will see two foods on the screen. You have to choose which food you would prefer to eat. To select the left food, press the F key. To select the right food, press the J key. After each choice, stare at the white cross at the center of the screen. When you are ready, press the spacebar to begin with a couple of practice rounds.

Now you can move on to the real choices. Imagine that you are in a shop and you are choosing between the two foods presented to you. Remember, the food you choose in one of the rounds may be shipped to you after the study.”

3 Results

For Experiment 1, the average (se) value in each condition after pooling ratings by subject was: 2.12 (0.07) in the unincentivized condition, $1.09 ($0.10) in the WTP condition, and 2.02 (0.10) in the food-payment condition. For Experiment 2, the average values (in the same order) were: 2.14 (0.06), $1.69 ($0.09), and 2.15 (0.09) (Fig. 3).

Our key variable of interest was choice accuracy within each condition. We defined a “correct” decision in the binary-choice task as one which was in accordance with the subject’s values. In other words, a choice was labeled as correct if the subject chose the item that they valued higher. If both items were rated the same for any choice, it was randomly labeled as correct or incorrect.

We first computed the mean accuracy level for each subject then pooled subjects by condition (Fig. 4a). In Experiment 1, the unincentivized condition’s mean (se) accuracy was 78.4% (1.1%), the WTP condition’s accuracy was 71.8% (1.6%), and the food-payment condition’s accuracy was 76.1% (1.6%). For Experiment 2, the mean (se) accuracies were: 73.6% (0.9%), 71.3% (1.3%), and 73.2% (1.3%). We tested for a difference between the conditions with a one-way ANOVA (with the unincentivized condition as the baseline group), which revealed that the mean accuracy level was not equivalent across conditions for Experiment 1 ($F_{(2,178)} = 8.82, p < 0.001). Additionally, using Tukey’s Honestly Significant Difference post-hoc test to maintain a familywise α of 0.05, we found that the WTP condition had significantly lower accuracy than the unincentivized condition ($q = 5.87, p$
Figure 3: Subjective-value histograms by experiment: (Left) Experiment 1, (Right) Experiment 2. The pooled distribution of subjective-values in (a) the unincentivized rating condition, (b) the WTP condition, and (c) the food-payment condition. A value of -1 corresponds to cases where subjects chose the “Would Not Eat” option.

< 0.001) as well as the food-payment condition (q = 3.81, p = 0.02). The unincentivized and food-payment conditions were not significantly different from each other (q = 2.05, p = 0.3). In Experiment 2, the one-way ANOVA revealed no significant difference across the conditions (F(2,203) = 2.261, p = 0.1). Nevertheless, per our hypotheses, we tested whether WTP was worse than the two rating conditions using one-tailed t-tests. WTP was worse than the unincentivized ratings (t = 1.68, p = 0.048) but not significantly worse than the food-payment ratings (t = 1.33, p = 0.09).
### Accuracy rates by condition: (a) with ties included, (b) without ties.

An accurate decision is one in which the subject chose the item with the higher subjective value from the valuation task. Error bars indicate standard errors, clustered by subject.

(b) We first excluded all choices between equally valued items, then computed the accuracy measures.

Next, we recomputed accuracy rates in each condition, excluding all trials in which there was a tie in the ratings, and then re-ran our previous test (Fig. 4b). The new mean (se) accuracy rates for Experiment 1 were 80.2% (1.2%) for the unincentivized condition, 73.8% (1.7%) for the WTP condition, and 77.6% (1.7%) for the food-payment condition. The new rates for Experiment 2 were 75.1% (0.9%), 72.0% (1.3%), and 74.9% (1.3%), respectively. In Experiment 1, this again revealed a significant difference between the conditions ($F_{(2,178)} = 7.50, p < 0.001$). However, in the pairwise comparisons between conditions, the difference between the food-payment condition and the WTP condition was no longer significant at a familywise $\alpha$ of 0.05 ($q = 3.23, p = 0.06$). The results of the other two pairwise comparisons match those of the original analyses ($q = 5.46, p < 0.001$ between the unincentivized condition and the WTP condition; $q = 2.23, p = 0.26$ between the unincentivized condition and the food-payment condition). In Experiment 2, the one-way ANOVA now revealed a significant difference in the accuracy rates between conditions ($F = 3.20, p = 0.04$). Per our hypotheses, we tested whether WTP was worse than the two rating conditions using one-tailed $t$-tests. WTP was significantly worse than the unincentivized ratings ($t = -2.26, p = 0.03$) and significantly worse than the food-payment ratings ($t = -2.24, p = 0.03$).
To better understand how the subjective-rating conditions outperformed the WTP condition, we investigated several possibilities. We hypothesized that there might be more ties in the WTP condition. We computed a “ties” statistic in the same way as our accuracy test above and conducted a second ANOVA to compare the conditions. We failed to find a significant difference between the conditions in either experiment ($F_{(2,178)} = 0.78, p = 0.46; F_{(2,203)} = 2.62, p = 0.08$), and the direction of the difference, especially in the second experiment, was opposite to what we expected, with fewer ties in the WTP condition. We also tested our hypothesis that the WTP condition would have more subjective values of 0. We again failed to find a significant difference in either experiment ($F_{(2,178)} = 2.55, p = 0.08; F_{(2,203)} = 1.98, p = 0.14$), and again the difference was in the wrong direction, with fewer zeros in the WTP condition.

It is also possible that the conditions differed in the rates at which subjects assigned ratings of “Would Not Eat”. Following the procedure above, we computed a subject-level proportion of items that were rated “Would Not Eat” and conducted a one-way ANOVA. For Experiment 1, we failed to find any significant differences ($F_{(2,178)} = 0.91, p = 0.41$), but for Experiment 2 we found that the averages were different ($F_{(2,203)} = 4.18, p = 0.02$), and that the WTP condition had significantly more ratings of “Would Not Eat” than both the unincentivized ($q = 3.52, p = 0.04$) and the incentivized food-payment ($q = 3.66, p = 0.03$) conditions.

We also performed an analysis to check for the possibility that monetary incentives might have crowded out intrinsic motivation to do the WTP task carefully. To do so, we compared subjects’ median response times on the valuation task between conditions. Contrary to the idea that subjects were less motivated on the WTP task, they actually took more time on that task than on the other two valuation tasks ($F_{(2,178)} = 16.8, p < 0.001; q = 5.90, p < 0.001$ in comparison to the unincentivized ratings; and $q = 7.88, p < 0.001$ in comparison to the food-payment ratings). However, in Experiment 2 this difference was not significant ($F_{(2,203)} = 2.38, p = 0.1$), though the difference was in the same direction. Excluding “Would Not Eat” items did yield significant differences between WTP and the other two conditions ($F_{(2,203)} = 7.361, p < 0.001; q = 3.39, p = 0.02$ and $q = 5.32, p < 0.001$ for the comparisons with unincentivized and food-payment ratings respectively) and made the differences even larger and more significant in Experiment 1 ($F(2,178) = 25.5, p < 0.001; q = 7.30, p < 0.001; q = 9.70, p < 0.001$ in the same order as above). It is worth noting that these differences in median RT are quite large in magnitude: they yield a mean increase of 438 ms and 495 ms relative to the unincentivized task (which had means of 1476 ms and 3973 ms) in Experiments 1 and 2 respectively.

An inspection of Figure 3 suggests that one difference between conditions might be that values were less uniformly distributed in the WTP condition compared to the two other conditions. We confirmed this with Kolmogorov-Smirnov (KS) tests between the pooled value distributions in each condition and uniform distributions. The KS D-statistics were 0.11, 0.418, and 0.069 for the unincentivized, WTP, and food-payment conditions,
respectively (higher $D = \text{less uniform}$). This was also true in Experiment 2, though the difference was less extreme ($D = 0.128, 0.166, \text{and} 0.145$).

Additionally, we compared the average variance in values across the conditions. In Experiment 1 the average subject-level variances were 1.35, 0.452, and 1.31 in the unincentivized, WTP, and food-payment conditions, respectively. In Experiment 2 the subject-level variances were 1.43, 0.996, and 1.45. Thus, there was indeed substantially more variance within individuals in the rating conditions relative to the WTP condition. We can also examine these subject-level variances as a fraction of the pooled variance within each condition. In Experiment 1 the ratios of subject-level variance to total variance were 0.825, 0.568, and 0.835. In Experiment 2 these were 0.891, 0.748, and 0.868. So, the WTP condition indeed showed less variance within subjects relative to between subjects.

These analyses suggested to us that a likely explanation for the inferiority of WTP in our experiments is that subjects’ WTPs are generally constrained to lie in a smaller range of the scale (and thus less uniform) resulting in more overlap of the noisy distributions of the items’ values. This overlap leads to the appearance of more preference reversals (Polanía et al., 2019). We tested this idea by running correlations (pooling the unincentivized and food-payment conditions) between a subject’s accuracy and the uniformity of their ratings (based on the KS D-statistic). Indeed, there were positive correlations between accuracy and uniformity in both Experiment 1 ($r = 0.44$, $p < 0.001$) and Experiment 2 ($r = 0.31$, $p < 0.001$). Thus, given the less uniform distributions in the WTP condition, we would indeed expect lower accuracy in that condition.

We also tested this idea by expanding our definition of ties to include any pairs of items with subjective values within either 0.25 or 0.5 of each other. These “pseudo-tie” trials were then excluded before recomputing accuracies. Indeed, we found that excluding these trials substantially reduced the difference between conditions. Excluding pseudo-ties in Experiment 1, we found accuracies of 83.3%, 78.1%, and 81.1% (excluding ties within 0.25); and 84.9%, 82.4%, and 83.9% (excluding ties within 0.5). In the first case, WTP was no longer significantly worse than the food-payment condition ($q = 3.41$, $p = 0.046$; $q = 1.96$, $p = 0.36$, for unincentivized ratings and food-payment ratings excluding ties within 0.25; $q = 2.02$, $p = 0.34$; $q = 0.98$, $p = 0.77$, in the same order, excluding ties within 0.5). In Experiment 2, the accuracy differences between conditions did not appreciably change, with accuracies of 79.2%, 75.7%, and 78.4% (excluding ties within 0.25); and 80.7%, 78.2%, and 80.4% (excluding ties within 0.5). Again, in the last case WTP was no longer significantly worse than the other two conditions ($q = 2.30$, $p = 0.24$ for unincentivized ratings and $q = 1.96$, $p = 0.36$ for food-payment ratings). Thus, we did find evidence that part of the problem with WTP is with the compression of the ratings.
4 Discussion

The purpose of this study was to test whether the method for eliciting subjective values influences how well those values predict choices between alternatives. We found that willingness-to-pay (WTP) made significantly worse predictions than both unincentivized ratings and incentivized ratings. Additionally, we found no significant difference between incentivized and unincentivized ratings; if anything, there is weak evidence that unincentivized ratings performed better. This was counter to our initial expectations that the incentivized rating system would perform the best, though in line with our hypotheses following the first experiment.

To better understand the difference between conditions, we explored the number of negatively rated items, the number of zeros, and the number of ties. There were no consistent differences between conditions on any of these measures, and the results remained largely unchanged when choices between equally valued items were removed from the accuracy analysis.

We did observe that the WTP values were substantially less uniformly distributed than the subjective ratings. Importantly, we established (using only the subjective rating conditions) that less uniformity is associated with lower accuracy. We also found that by excluding trials in which items are close in value, the difference between conditions decreases and becomes non-significant. These exploratory analyses suggest that the problems with WTP are that it induces value distributions that are more Gaussian than uniform and that use less of the value scale. The combination of these two factors leads to more cases where the values of the items are so close together that their inherent variability makes it difficult to form an accurate prediction. This is not a problem with WTP per se, or with subjects’ use of the scales. It instead reflects that WTP and subjective ratings measure two different things; the former is a cardinal measure of economic value (and so should be Gaussian distributed), while the latter is an ordinal measure of utility (and so should be uniformly distributed). We did observe slightly more uniform WTPs in Experiment 2 than in Experiment 1, perhaps due to the different set of foods, the online setting, or the different instructions.

There are several additional explanations for why WTP might underperform compared to the other rating procedures. First, it could be that the incentives of the BDM mechanism are not strong enough. This seems unlikely given that WTP performed worse than the unincentivized rating task. Additionally, subjects on average took more time to complete the WTP valuation task than the other rating tasks. Second, the WTP procedure may be confusing. Although the level of confusion caused by the instructions would be difficult to measure, we did take special care to use instructions that were designed to maximize subject comprehension (Healy, 2016; Healy, 2017) (in Experiment 1), while also using standard instructions (in Experiment 2). Thus, our study is likely a lower bound on how badly confusion can affect WTP. Third, WTP may make it more difficult to account for inter-subject differences, which has been shown in the domain of public goods (Kahneman et al., 1993). For some, the scale may be too wide, with most of their ratings restricted to a small
section. For others, the scale may be too narrow, leading to ratings clustered at the edges. In contrast, a rating scale with arbitrary units allows the decision maker to spread their ratings out over the whole scale. We indeed found evidence for less within-subject variance in their WTPs than in their subjective ratings. Finally, WTP may cause subjects to partially focus on the market value of the goods rather than their own subjective values (Thaler, 1985). This would be consistent with some interpretations of prior work on preference reversals and joint vs. separate evaluations of alternatives, where context changes the relative weight of different dimensions on choice (Lichtenstein & Slovic 1971; Grether & Plott 1979; Hsee 1996).

There are also several reasons why the unincentivized ratings might perform as well as the incentivized food-payment ratings. Subjects may find it easiest to simply state their true values rather than to devise some other strategy. They may also find it intrinsically rewarding to give accurate information about themselves (Tamir et al., 2015; Tamir & Mitchell, 2012). Finally, people (particularly those who choose to participate in experiments) may feel obliged to put in the effort to do the ratings accurately (Fehr et al., 1993). All of these potential causes could diminish the importance of providing incentives when eliciting subjective values.

Overall, our results suggest that the use of incentives in low-stakes valuation tasks may not be necessary and may in fact be counterproductive. Here we see that incentivized food-payment ratings do not outperform unincentivized ratings, and that WTPs underperform both. Thus, if a researcher’s goal is to predict choices between items in their experiment, they should consider using subjective ratings instead of WTP.

On the other hand, WTP does undoubtedly have some advantages over subjective rating scales. These values are on a scale with real units (i.e., dollars and cents), allowing us to predict purchase rates or to make comparisons with other items beyond the experimental context. This is not the case with arbitrary rating scales. For these reasons, researchers may still want to measure WTP, depending on their goals.

Despite the importance of eliciting subjective values, there is no standard method for doing so. Some experiments in psychology do not incentivize rating tasks at all, while incentive-compatible methods such as the BDM are routine in experimental economics. For those who simply want to maximize predictive power within their experimental context, our results indicate that unincentivized ratings should be sufficient. For those who prefer to play it safe and maintain incentivization, we recommend the incentivized rating procedure over the BDM mechanism, as it performs better and is simpler to explain.

References


the role of the orbitofrontal cortex and the striatum in the computation of goal values and prediction errors. *Journal of Neuroscience*, 28(22), 5623–5630.


Krajbich, I., & Rangel, A. (2011). Multialternative drift-diffusion model predicts the


